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Abstract—The logarithmic number system has been proposed as 
an alternative to floating-point arithmetic. Multiplication, 
division and square-root operations are accomplished with fixed-
point methods, but addition and subtraction are considerably 
more challenging. Recent work has demonstrated that these 
operations too can be done with similar speed and accuracy to 
their FP equivalents, but the necessary circuitry is complex. In 
particular, it is dominated by the need for large ROM tables for 
the storage of non-linear functions. This paper describes two 
algorithms, a new co-transformation procedure and an 
improvement to an existing interpolation method, that reduce 
these tables to an extent that allows their easy synthesis in logic. 
An implementation shows substantial reductions in area and 
delay from the previous best 32-bit realisation, with equivalent 
accuracy. 

I. INTRODUCTION  
In a logarithmic number system (LNS) a real number is 

represented as its fixed-point logarithm. Range and precision of 
the represented numbers are very similar to floating-point (FP) 
values of the same word-length.  Multiplication, division and 
square root operations become fixed-point addition, subtraction 
and right shift respectively. Unlike their FP counterparts, these 
operations are fast and cheap (often effectively cost-free, as 
they share the existing fixed-point unit), and multiplication and 
division return exactly quantised results. Until recently, 
however, this inherent advantage was offset by the difficulty of 
implementing addition and subtraction, which involve the 
evaluation of the non-linear functions (1) and (2). For i = log2 x, 
j = log2 y, r = j − i, and assuming j ≤ i:  

log2 (2i + 2j)  = i + log2 (1 + 2r),   (1) 

log2 (2i − 2j)  = i + log2 (1 − 2r).   (2) 

The functions log2 (1 ± 2r), generically referred to as F(r), 
are illustrated in Fig. 1. Up to about 20 bits these function 
values can be stored directly. Being irrational, they are subject 
to a rounding error. Beyond this, memory requirements become 
prohibitive, and instead the function is stored at intervals with 
intervening values obtained by interpolation. Alternatively, the 
use of a multipartite table structure has been suggested. The 
objective has always been to keep within an FP-equivalent 
error of 0.5 l.s.b., but this has not always been achieved. The 
problem is compounded by the singularity in the subtraction 
function, where the rapidly changing derivative as r → 0 
necessitates the use of successively smaller interpolation 
intervals that require a significant increase in storage, often to 
the point of impracticality. To some extent the issues of 
function evaluation in general, and dealing with the singularity 
in particular, have been addressed separately. 

 
 
 
 
 
 
 
 
 
 
 

 
Figure 1.  LNS addition and subtraction functions. 

Interpolation increases the delay and also introduces its 
own error. The first fabricated interpolator [1] dealt with a 30-
bit word, comprising a 28-bit value and 2 flags. Based on a 
first-order Taylor approximation, its accuracy was not reported. 
A higher-order polynomial interpolator [2] handled 32-bit 
words (31 bits plus sign), a precision equivalent to FP. A 
theoretical version of this design offered FP-equivalent 
accuracy throughout both functions, but at a high cost in 
storage. A fabricated variant of the same design [3] relaxed the 
requirement for FP accuracy for subtraction in the region of the 
singularity, an approach taken by some other implementations 
including [9] which is based on multipartite tables. 

  An alternative approach was taken in a different 
interpolation technique [4], which is developed a little further 
in this work and will be described more fully in section V. 
Again dealing with 32-bit words and maintaining FP-
equivalent accuracy, it offered a much shorter delay path than 
hitherto but did not attempt to operate near the singularity. 
Instead, a co-transformation [7] was applied in the case of any 
subtraction with r close to zero (> −0.5), which it converted to 
an equivalent subtraction with r well away from zero. These 
two techniques were combined in the first 32-bit silicon with 
FP-equivalent accuracy, the European Logarithmic 
Microprocessor [5].  

  An alternative co-transformation was proposed in [10 - 
14]. It converts r for a subtraction into an argument to the 
addition function which, having no singularity, is easier to 
interpolate. Hardware complexity is roughly equivalent to that 
of [7]. The most recent version of this scheme [14] is used in 
FloPoCo [15], a VHDL generator for FPGA arithmetic. 
Additions and direct subtractions are executed with an 
extension of multipartite table methods that allow the 
evaluation of polynomials of any degree [16], and have a 
maximum error of one FP-equivalent l.s.b.. The co-
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transformation is applied as r approaches zero (the actual 
threshold is configurable), but such subtractions then have a 
larger error [17]. 

A polynomial interpolator, with coefficients calculated with 
minimax techniques, is presented in [18]. Equations (1) and (2) 
are rearranged to bring r onto the positive axis. Subtractions for 
which r < 4 are performed by decomposing F(r) into two 
separate functions, both easier to interpolate than F(r) itself. 
The scheme therefore incorporates two interpolator units, and 
is particularly suitable for use in an FPGA where multiplication 
hardware is abundant. It delivers FP-equivalent accuracy 
throughout. 

The increasing maturity of these LNS techniques has 
prompted several workers, e.g. [19, 20], to examine their merits 
relative to those of conventional FP techniques. Most of these 
studies decline to make a general recommendation and 
conclude that the choice is best made on an application-specific 
basis, although [19] points out that LNS additive operators are 
difficult to implement on an FPGA.  However, in [5] we show 
that a fabricated 32-bit LNS unit can indeed offer marginally 
better performance, in terms of both speed and accuracy, than a 
leading commercial FP unit on all additive operators except co-
transformed subtraction.  

The two devices compared in [5] were designed some years 
ago, since when improvements in FP techniques and 
synthesiser technology may have changed the baselines upon 
which these comparisons were made. It is the purpose of this 
work to update these reference points, and then to describe a 
development to the co-transformation algorithm [7] that 
significantly improves the performance of 32-bit LNS relative 
to its FP equivalent. We will show that LNS addition and 
subtraction is now likely to offer significantly better speed, 
with similar accuracy and similar cost in silicon, than FP 
methods.  

We will first compare the most recently fabricated LNS 
implementation, the ELM, with some independently published 
FP units. For consistency with [5] we have assumed the use of 
a 0.18 μm process throughout. It will be evident that the most 
significant constraint on an LNS implementation is the 
requirement for the large ROM-based lookup tables serving the 
co-transformation unit and the interpolator. Sections III and IV 
describe a scheme that, although not eliminating the co-
transformation, significantly reduces its impact on the overall 
system. The large ROM tables will be reduced to about a sixth 
of their size, such that they can now be conveniently 
synthesised in logic. The impact of the co-transform unit on 
performance will be substantially reduced, and those 
subtractions for which r falls close to zero will instead be 
completed by re-using existing circuitry in a second pass 
through the interpolator. The scheme depends on the extension 
of the co-transformation into a 'second-order' arrangement (cf. 
(30) in [10]). Section III, which restates the existing theory, is 
an essential prerequisite and we give a description based on [7], 
with acknowledgement to the IET. The new theory is presented 
in section IV. 

As the new co-transformation causes a second pass through 
the interpolator, it is desirable to limit its use to a minimum. 
This demands that the interpolator be capable of operating as 

close to the singularity as possible, a particular strength of the 
scheme used in the ELM which returns results of FP-equivalent 
accuracy even when r > −1. Section V describes a number of 
modifications to it. Although more minor in scale, they are 
important in this context because they reduce the size of the 
one remaining large ROM within this unit, and permit a fully 
synthesised implementation of the entire ALU, the 
performance of which is presented in section VI.  

II. 32-BIT ARITHMETIC IMPLEMENTATIONS 
Kwon [6] presents a comparison of two 32-bit FP designs, 

synthesised and routed for 0.18 μm fabrication, and includes 
complete data for speed and area. The first design, DIVA, is 
optimised for minimal area. It is clocked at 266 MHz, and 
performs addition and multiplication in 5 cycles and division in 
12. It has a synthesised area of 481,635 μm2. MONARCH is 
also clocked at 266 MHz, but is optimised for speed. Delays 
and silicon areas for these devices are summarised in the 
unshaded columns of Table I. 

The ELM ALU is shown in Fig. 2. It was fabricated on a 
0.18 μm process, and its performance was compared with that 
of the Texas Instruments (TI) TMS320C6711 DSP, itself 
fabricated in a similar technology. The ELM executed 
multiplication, division and square root in a single 125-MHz 
cycle (8 ns). The 150-MHz TI device required 4 cycles (26.67 
ns) for multiplication. Division and square root were performed 
with software routines and required about 30 and 40 cycles 
respectively. A comparison of addition and subtraction was 
more marginal. On the ELM these occupied 3 cycles (24 ns), 
except in subtractions involving the co-transformation (where r 
> −0.5) which were extended to 4 cycles (32 ns). On the TI 
device, both operations completed in 4 cycles (26.67 ns). 
Silicon area was not considered in this study. 

An annotated die plot of the ELM device is shown in Fig. 3. 
It includes two LNS addition / subtraction units, referred to as 
multi-cycle ALUs. Each comprises the interpolator ROMs F, 
D, E and P (F, D and E  are merged), and the co-transformation 
ROMs F1 and F2 (labelled G on the plot). There is also a block 
of MCALU logic. The two sets of ROMs are mirrored on each 
side of the die, but the MCALU logic is shared between the 
two units. The overall dimensions of the die are 3,224 μm x 
4,122 μm. Measuring with a ruler thereby gives an estimate of 
862,550 μm2 per ALU. The lookup table sizes in bits are shown 
in the unshaded columns of Table II. These are slightly larger 
than the figures given in [4], because the latter assumed that the 
individual F, D and E tables would be implemented with 
leading zeroes omitted, which would result in the merged 
ROMs being triangular in shape. As is evident from the plot, 
this is not in fact what was done, and the ROM sizes have 
therefore been recalculated to allow for this. The accuracy of 
the unit is given in the unshaded part of Table III. This is taken 
from [4], which includes a full description of the method by 
which it was calculated. 

We no longer have access to the same process as used by 
the ELM project, but we resynthesised its MCALU in a similar 
0.18 μm technology. The synthesiser was run twice, once 
without any target constraints, and again with a constraint to 
deliver the highest possible speed. These trial designs were not

44



TABLE I.     DELAY AND AREA OF SOME ROUTED 0.18 ΜICRON IMPLEMENTATIONS AT 266 MHZ. 

Operation 
DIVA MONARCH This Work 

Delay 
(cycles) 

Delay 
(ns) 

Area 
(µm2) 

Delay 
(cycles) 

Delay 
(ns) 

Area 
(µm2) 

Delay 
(cycles) 

Delay 
(ns) 

Area 
(µm2) 

Add / Sub 5 18.80 

481,635 

3 11.28 

600,000 

2 7.52 

593,071 Sub (Co-tr) - - - - 4 15.04 
Mul 5 18.80 3 11.28 1 3.76 
Div 12 45.11 9 33.83 1 3.76 

 
 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 2.  Block diagram of ELM ALU (from [4]). 

taken to a routed layout, but the synthesiser incorporates 
reliable modeling of routing and wiring and is able to deliver 
an accurate prediction of the final area and delay, which is 
presented in the unshaded columns of Table IV. Note that the 
unconstrained results, 22.77 ns for addition and direct 
subtraction, 28.60 ns for subtractions making a co-transform, 
and an area of 842,433 μm2, are very similar to those actually 
found on the fabricated device. 

The approximate doubling of speed when the target 
constraint is asserted probably reflects an improvement in 
synthesiser technology in the intervening years and appears to 
be comparable with current FP performance, although at over 
900,000 μm2 it is significantly larger than the FP units 
described earlier. We have taken this optimised synthesis as the 
starting point for further development. 

An unwieldy aspect of the arrangement used on the ELM is 
the requirement for the large ROM tables. Separate sets of 
tables relate to the co-transformation unit and the interpolator. 
To judge the utilisation of the co-transformation unit, we 
simulated the execution of an adaptive filtering algorithm.  
From approximately a million executed real operations, 7% of 

    

Figure 3.  Die plot of ELM. 

additive operators were subtractions in which r > −1. The two 
2-kword co-transformation tables in the arrangement used on 
the ELM account for 36% of the total ROM data but, in this 
case acting only on r > −0.5, are used in an even smaller 
proportion of operations. The interpolator itself then requires a 
1-kword P table. These large ROM components introduce 
significant complications in floor planning and timing, they are 
inevitably remote from their associated logic and therefore 
impose wiring delays, and otherwise tend to dominate the 
design. Their realisation on FPGA-based systems is awkward. 
Elimination of these elements would undoubtedly yield a faster 
and more compact result. The 256-word memories of the F, D 
and E tables are already ideal candidates for synthesis in logic, 
but there would be little point in doing so in the presence of the 
other larger ROMs. 

The following sections will describe two developments 
which, taken together, offer a substantial reduction in total 
memory requirement. The remaining memories will be small 
enough to be conveniently synthesised, eliminating the use of 
explicit ROM elements. Area and delay will both be 
substantially reduced, and a comparison of the constrained 
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TABLE II.  STORAGE REQUIREMENT FOR 32-BIT LNS ADDITION AND SUBTRACTION. 

 ELM This work  
Table Organisation Bits Table Organisation Bits 

Co-transformation 

F1 
F2 
 
Subtotal 

2 kwords 
2 kwords 
 
4 kwords 

    63,488  
    65,536 
 
  129,024 

F1 
F11 
F12 
Subtotal 

128 words 
256 words 
256 words 
640 words 

     4,096 
     8,448 
     8,704 
   21,248 

Interpolation 

F, D, E Add 
F, D, E Sub 
P 
Subtotal 

256 words x 6 
256 words x 6 
1 kword 
 

    96,768 
  102,912 
    27,648 
  227,328 

F, D, E Add 
F, D, E Sub 
P 
Subtotal 

256 words x 6 
256 words x 5 
512 words 

   78,912 
   68,288 
   14,848 
 162,048 

Total    356,352   183,296 

TABLE III.  ERROR ANALYSIS FOR ADDITION AND SUBTRACTION. 

Method Operation emax rel arith emin rel arith eav rel arith |e|av rel arith 

ELM 
Add +0.4544 -0.4047 +0.0457 +0.1777 

Subtract  +0.4414 -0.4952 -0.0455 +0.1776 

This work 
Add +0.4527 -0.4623 +0.0077 +0.1745 

Subtract  +0.4987 -0.4604 +0.0024 +0.1738 

TABLE IV.  DELAY TIMES AND AREAS. 

 ELM This work 
 Unconstrained Constrained Unconstrained Constrained Constrained 

Routed 
 Delay 

(ns) 
Area 
(µm2) 

Delay 
(ns) 

Area 
(µm2) 

Delay 
(ns) 

Area 
(µm2) 

Delay 
(ns) 

Area 
(µm2) 

Delay 
(ns) 

Area 
(µm2) 

Add / 
Sub 22.77 

842,433 
11.74 

904,943 
17.27 

558,512 
7.10 

589,357 
6.97 

583,550 Sub 
(Co-tr) 28.60 13.15 34.61 14.79 14.6 

Mul / 
Div 2.27 8,337 1.16 10,514 2.27 8,337 1.16 10,514 0.759 9,521 

 
 
synthesis of this new arrangement with that of the ELM will 
show a reduction to 39% of the original area-time product. 

III. FIRST-ORDER CO-TRANSFORMATION 
This was originally conceived for use with a simple 

interpolating scheme. For most of the range of r, F(r) can be 
obtained by a first-order Taylor interpolation using tables of the 
function (F) and derivative (D). The tables are stored at 
intervals of Δ and, to accommodate the changing curvature, the 
function is partitioned at powers of 2 with the value of Δ in 
each partition being half that of the partition to its left. As         
r → 0 the subtraction function exhibits a singularity in which 
the rapidly changing derivative makes accurate interpolation 
difficult without continuing the partitioning through several 
negative powers of 2, so massively increasing the storage 
requirement. The co-transformation was described in [7], and 
as this introduces the principles and notation upon which the 
further developments are based, it is included here as a 
prerequisite. It simplifies the subtraction operation by obviating 
the interpolation in the region −1 < r < 0, eliminating table D 
and reducing substantially the size and complexity of table F, 
using instead two much smaller and regularly organised tables. 
At and below r = −1, the F and D tables are implemented as 
before, but in this region are small. It relies on the replacement 
of subtraction 2i − 2j with two successive subtractions 

  2i − 2j = (2i − 2j+k1) − 2j+k2,                                 (3) 

where 

      2k1 + 2k2 = 1, i.e. k2  = log2 (1 − 2k1).  (4) 

Factor 2k1 is individually chosen for each combination of 
operands such that the index r1 for the inner subtraction falls 
on the nearest modulo-Δ1 boundary beneath j − i, where Δ1 is 
now fixed at a large value. F(r1) is therefore obtained directly 
from a lookup table F1, which contains F(r) for −1 < r <  −Δ1 
at modulo-Δ1 intervals. Factor k1 is constrained to lie in the 
range −Δ1 ≤ k1 < 0, and can therefore be used to index another 
lookup table F2, containing F(r) for all possible values of r 
between −Δ1 < r < 0, to obtain k2. Since 2k1 ≈ 1, k2 is a large 
negative value. This has the effect of increasing the magnitude 
of the index for the outer subtraction, r2, such that r2 < −1. It 
therefore falls in the linear region of F(r2), which can be 
evaluated by interpolation from the small remaining F and D 
tables covering this region. 

Thus: 

  r1 = (((j − i) DIV Δ1) − 1) × Δ1 = j + k1 − i,  (5) 

  k1 = −((( j − i) MOD Δ1) + Δ1) = i − j + r1,  (6) 

            k2 = F(k1).              (7) 
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The original values i and j are modified to yield the 
following operands to the outer subtraction: 

i2 = i + F(r1),                                                    (8) 

j2 = j + F(k1) = j + k2,                                      (9) 

and the subtraction becomes 

 2i − 2j = 2i+F(r1) − 2j+F(k1).   (10) 

This generates an index r2 

   r2  = j − i + F(k1) − F(r1)     

 r2  = j − i + log2 ((1 − 2i−j+r1)  / (1 − 2r1)). (11) 

The value of r2 can be considered in three regions, 
depending on the original operands i and j. For j − i ≤ −1, r2 is 
taken directly as j − i, and will lie in the linear region of F from 
which F(r) can be obtained by interpolation. For −1 < j − i 
< −Δ1, r2 is derived as shown above, and as it also lies in the 
linear region of F, F(r) is similarly obtained by interpolation. 
For the third region, −Δ1 ≤ j − i < 0, the derived value of r2 
rises above −1. However, this range is covered by the F2 table, 
and F(r) is therefore already available as k2. The modified 
values r2 and i2 are passed to the interpolator for completion of 
the outer subtraction. 

Following interpolation of F(r2), the result of the 
subtraction is 

log2 (2i  − 2j) = i + F(r1) + F(r2).                 (12) 

The arrangement is illustrated in Fig. 4.  

A number of simplifications are possible in an 
implementation of this scheme. In the calculation of k1 and r1 
the subtraction j − i is not necessary because this term is 
already available as r. Operation DIV returns a truncated result, 
and since Δ1 is a power of 2 the DIV, MOD and × operations 
involve only bit-partitioning and concatenation of zeroes. Thus 
the only arithmetic operations required in these calculations are 
the addition or subtraction of the single-bit constants Δ1 and 1. 
However, it will be noted that there is a deterministic 
relationship between the bit-partitioned values of r and the 
functions k1 and r1 which form the indices to the F1 and F2 
tables. The addition and subtraction can therefore be avoided 
completely by rearranging the mapping of addresses to 
function values in these tables. Calculation of the index r1 and 
coefficient k1 can thus be done with no time overhead at all. 
Finally, the subtraction to obtain r2 can be rearranged to use 
the precalculated value of r, and to use cumulative additions 
instead of an addition and a subtraction. The entire unit can 
thus be implemented with a worst-case delay of one ROM 
access, a carry-propagate adder and a carry-save stage.   

IV. SECOND-ORDER CO-TRANSFORMATION 
The fractionating coefficient k1 can be applied recursively. 

Substituting 

2j+k2 = 2j − 2j+k1 

into (3), and designating a new value k11 for use in a manner 
analogous to k1: 

 

 

 

 

 

 

 
 
 

 

Figure 4.  Conceptual arrangement of first-order co-transformation. 

     2i − 2j  = (2i − 2j+k1) − (2j − 2j+k1)    

         = (2i − 2j+k1) − ((2j − 2 j+k1+k11) − 2 j+k1+k12), (13) 

where  

   2k11 + 2k12 = 1, i.e. k12  = log2 (1 − 2k11).  (14) 

      The four subtractions comprising (13), and their respective 
indices r, will now be numbered as follows: 

      2i − 2j  = (2i − 2j+k1) − ((2j − 2 j+k1+k11) − 2 j+k1+k12). 

          

                         

                         

 

      Again, k1 is selected such that index r1 falls on the nearest 
modulo-Δ1 boundary beneath j − i, and F(r1) is obtained 
directly from lookup table F1, containing F(r) for  −1 < r < 
−Δ1 at modulo-Δ1 intervals. However, Δ1 is now fixed at a 
larger value than was the case in the first-order arrangement, 
thereby shortening the index to the F1 table by the number of 
additional bits used. Previously, this would have caused a 
corresponding increase in size of the index to the F2 table. 
Now, however, coefficient k11 is similarly selected such that 
r11 falls on the modulo-Δ11 boundary beneath j + k1 – j = k1, 
and F(r11) is obtained from table F11 which contains F(r) for 
−Δ1 ≤ r < −Δ11 at modulo-Δ11 intervals. This reduces the 
index to the F11 table by the number of bits representing Δ11.  
The final coefficient, k12, is obtained by lookup of table F12 
indexed by k11, itself represented by the same number of bits 
as Δ11. The conceptual arrangement is shown in Fig. 5, from 
which it may be seen that the index r has effectively been split 
into three partitions, each of which will optimally be about a 
third of the length of the original. 

Thus: 

 r1 = (((j − i) DIV Δ1) − 1) × Δ1 = j + k1 − i,         (15) 

 k1 = −(((j − i) MOD Δ1) + Δ1) = i − j + r1,         (16) 
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 r11 = −(((j – i) MOD Δ1) + Δ1) + ((j – i) MOD Δ11) 

  = k1 + k11,           (17) 

 k11 = ((j – i) MOD ∆11) = r11 – k1,         (18) 

 k12 = F(k11).           (19) 

Subtractions 11 and 1 are performed directly by lookup of 
their respective function tables. Subtraction 12 then generates 
an index 

   r12  =  k1 + F(k11) – F(r11)     

   r12  =  k1 + log2 ((1 – 2k11) / (1 – 2k1 + k11)).         (20) 

The value of r12 varies with the original r as shown in Fig. 
6, where −2Δ1 < r < −Δ1, i.e. r lies across the range of one Δ1. 
In the arrangement used for this illustration, Δ11 is 6 bits and 
Δ1 is 13, i.e. r is partitioned into low, middle and high-order 
segments of 6, 7 and 10 bits respectively. This is not the most 
optimal partitioning, but was chosen for this illustration to keep 
the graph to a manageable size. The modified value r12 
exhibits a repeating pattern of subintervals across each Δ11. 
With the exception, discussed below, of the extreme left 
subinterval, r12 < −1. Note, in fact, that for the point in each 
subinterval where k11 = 0, r12 = −∞. These points have been 
omitted from the graph, and in practice they are ignored 
because the subsequent calculation of F(r12) is consequently 
zero. 

To illustrate the difference between the leftmost subinterval 
and the others, it is necessary to consider the behaviour of r12 
as r progresses across the range of Δ1. In the first subinterval at 
the left of the figure k1 < Δ11, and k1 + k11 = Δ11. To the far 
left of this subinterval, k11 ≈ Δ11, and since k1 is small, r12 ≈ 
0. Throughout this subinterval the middle partition is zero. It is 
therefore possible to treat this subinterval as a special case of 
the first-order arrangement, in which the second-order 
coefficient k11, table F12 and index r12 are analogous to the 
first-order k1, F2 and r2. The new value r2 bypasses the first 
interpolator and is passed directly to the second interpolation 
stage. Throughout the next subinterval, k1 + k11 = 2Δ11. To 
the far left of this subinterval, again, k11 ≈ Δ11, but since k1 
and k11 are both small, the exponential terms are 
approximately linear in behaviour and r12 is therefore ≈−1. 
From here on, r12 < −1. Except in the case just mentioned, 
subtraction 12 is then completed in the first interpolator, which 
is positioned as shown in Fig. 5. 

The result of subtraction 12 is then itself subtracted from 
the result of subtraction 1. Its index r2 is 

r2 = j – i + F(r12) + F(r11) – F(r1)    

r2 = j – i + F(r12) + log2 ((1 – 2k1 + k11) / (1 – 2k1 + j – i)).  (21) 

The value of r2 is plotted in Fig. 7. In all cases, r2 < −1, as 
illustrated in the plot over the range −1 < r < −Δ1. The 
subtraction can therefore be performed with a second pass of 
the interpolator. The result, again, is 

log2 (2i  − 2j) = i + F(r1) + F(r2).                 (22) 

In the same way that, in the first-order arrangement, the 
value of r2 falls into one of three regions, here it is separated 

 

 

 

 

 

 

 

 

 

 

 
 
 
 
 
 
 

Figure 5.  Conceptual arrangement of second-order co-transformation. 

into four. Again, this depends on the original operands i and j. 
For j − i ≤ −1, r2 is taken directly as j − i, and will lie in the 
linear region of F from which F(r) is obtained by interpolation. 
For −1 < j − i < −Δ1, r2 is derived as shown above, and now 
has a maximum of approximately −1. Thus it also lies in the 
linear region of F, and F(r) is similarly obtained by 
interpolation. In the third region, −Δ1 ≤ j − i < −Δ11, the high-
order bits are zero and subtractions in this region can therefore 
be processed with a first-order technique using the F11 and F12 
tables. Finally, F(r) for −Δ11 ≤ j − i < 0 is taken directly from 
the F12 table. 

In terms of hardware implementation, it is possible to make 
optimisations similar to those used in the first-order 
arrangement. The initial calculation of r1, k1 and k11 can be 
done by rearranging the bits internally, and although several 
additions and subtractions are required, they can be reordered 
so that only additions are involved. Although Fig. 5 shows the 
conceptual algebraic layout, the co-transformation unit itself 
terminates after the calculation of r12 and i12. These values are 
passed to the interpolator where subtraction 12 is completed, 
giving j2.  The arrangement of Fig. 2 is modified with a 
feedback path to return this result to the top of the ALU, where 
i2 has now been stored in a holding register. These values form 
the inputs to subtraction 2 which, having r < −1, automatically 
bypasses the co-transform unit and proceeds directly to the 
second interpolation. 

The storage requirement for a similar arrangement, 
optimally partitioned with k11 at 8 bits and k1 at 16, is shown 
in the shaded column, top row of Table II. The co-
transformation is now realised in 640 words instead of 4,096, 
or in 21,248 bits rather than 129,024, a reduction to about 16% 
of the original size. The total storage for an ALU using this co-
transformation in combination with the original interpolator 
(unshaded column, bottom row) would be 248,576 bits, a  
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Figure 6.  Value of r12 for -2∆1 < r < -∆1.                                                       

 

 

 

 

 

 

 

 

 

Figure 7.  Value of r2 for -1 < r < -∆1. 

reduction to 70% of the original 356,352. While this is a very 
worthwhile improvement, it comes at the expense of a vastly 
increased delay for subtractions using the co-transformation. 
These now require two passes through the interpolator, and will 
therefore have around twice the delay of a direct subtraction. 
As is apparent from Table IV this will be about 23 ns, a serious 
degradation from the original 13.15. It seems likely, therefore, 
that the new co-transformation will only be feasible in 
conjunction with an improved interpolator. Fortunately, it is 
possible to identify a number of incremental improvements to 
the interpolator that make this possible.  

V. IMPROVED INTERPOLATION 
The substantial reduction in size and complexity of the co-

transform unit refocuses attention on the interpolator, which is 
now used twice when a co-transform occurs and itself includes 
a large P table. We now describe some simple modifications to 
this unit that obviate the need for the largest ROM device, 
reduce the delay, and thus provide for a neat integration of the 
two subsystems. Note, however, that interpolation is not the 
focus of this paper, and this section is included only for the 
sake of completeness. For full details the reader is referred to 
the referenced publications. 

The arrangement we proposed in [4] and used in the ELM 
[5] was based on a first-order Taylor approximation with a 
correction scheme that approximated the combined effect of 
the higher-order terms. The two curves were each partitioned 

into regions at successive powers of 2. Each region was divided 
into 256 intervals, n. For each interval was stored the value of 
the function F(n) at the start of the interval, together with the 
slope of the tangent, D(n), at that point. The error in an 
interpolation increased as the interpolation point δ moved along 
the tangent away from the stored point, up to a maximum Ε(n) 
immediately before the next stored point. This maximum error 
was also stored for each interval. It was observed that the error 
at δ, expressed as a proportion of the maximum error Ε for that 
interval, was approximately constant in all intervals on both 
curves.  By calculating this proportion throughout one interval 
and storing its values on another table, P, the error in any 
particular interpolation could be determined by multiplying the 
interval-specific value Ε(n) by P(δ). This was accumulated 
with D(n)δ and F(n) to obtain the result.  

 The values on the P table are approximately, but not 
exactly, equal to δ2. The ratio by which any P(δ) differs from δ2 
is denoted Α(δ), which fluctuates around unity. It is shown in 
[4] that the use of the high-order approximator function Α 
reduces the maximum error in this interpolator by 25%.  

Various modifications to this scheme have been suggested, 
based on the use of different interpolating lines that have less 
intrinsic error than a tangent. Chester [8] pointed out that a 
chord and a secant both offer a better fit to the original curve, 
and applied the same correction technique. By an empirical 
evaluation of many combinations of table sizes and 
interpolating lines, and using 4 guard bits throughout, he 
identified one arrangement, based on a chord, that maintains 
accuracy within half an FP l.s.b. with significantly less storage 
than [4]. However, the improvement accrued from smaller F, D 
and E tables, and the scheme still needed a large P table of 2 
kwords.  

Reworking Chester's experiments, this time also increasing 
the number of guard bits from 4 to 5, yielded several table 
arrangements of which the most convenient for our purpose is a 
512-word P table with 256 intervals per region, both of which 
can be readily synthesised in logic. Usefully, the maximum 
error per interval is now small enough that by further 
increasing to 6 guard bits, the E table entries can be shared 
between adjacent intervals, reducing the size of this table to 
128 words per region for subtractions and 64 for additions. The 
re-use of the interpolator and the reduction of its P and E tables 
clearly serve to increase the error, for which the extra guard 
bits compensate. At this stage, however, we have not 
undertaken any analysis to determine the quantitative 
relationship between these factors.  

The total storage for this revised scheme is shown in the 
shaded column, bottom row of Table II. Where the interpolator 
in the ELM required 227,328 bits, this is now 162,048 bits, a 
reduction to 71% of the original size. Using this in conjunction 
with the original co-transformation (unshaded column, top 
row) would reduce total storage from 356,352 bits to 291,072, 
i.e. to 82% of the former size. These improvements are not so 
significant as those accruing from the new co-transformation 
and, to a degree, it would be an uneconomical arrangement 
because 44% of the storage would now be associated with the 
co-transformation, even though the latter is only used in a few 
percent of operations. The improved interpolation scheme does, 
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however, have the benefit that all its tables individually are 
now small enough to be conveniently synthesised in logic, 
which may yield improvements in the critical speed path. To 
test this hypothesis, we performed a constrained synthesis of 
the new interpolator and obtained a delay of 7.10 ns, a 
reduction to 60% of the former value of 11.74. 

The properties of this interpolation scheme seem to 
complement exactly those of the new co-transformation. The 
former offers a modest reduction in area and a significant 
reduction in delay, but leads to an unbalanced allocation of 
resources. The latter offers a more substantial reduction in area 
that restores the balance, but is dependent upon a reduction in 
delay which the former provides. Both techniques need to act 
in concert to deliver a worthwhile advance on the original 
ALU.  

VI. SYNTHESIS 
A new ALU, based on the methods described, was 

simulated using the technique presented in [4] to determine its 
accuracy. The results, which have been given in the shaded 
rows of Table III, show that it maintains a worst-case error of 
less than half an FP-equivalent l.s.b. throughout all additions 
and subtractions. The design was then synthesised for the 0.18 
μm process, and its area and delay metrics are presented in the 
shaded columns of Table IV. Constraining for maximum speed, 
the delay of an addition or direct subtraction has been reduced 
from 11.74 ns to 7.10, i.e. to 60% of the original. Silicon area 
has also been reduced from 904,943 μm2 to 589,357 μm2, or 
65%. The new area-delay product is 39% of its previous value. 
For the small proportion of subtractions using the co-
transformation, where the interpolator is re-used, there is a 
marginal degradation. Delay increases from 13.15 ns to 14.79, 
i.e.112% of the original delay and 73% of the original area-
delay product. This design was then routed, and the actual 
metrics are shown in the last column of Table IV. Apart from 
the multiplier, which the router has dealt with more efficiently 
than expected, they are almost identical to the synthesiser's 
predictions. 

The re-use of the interpolator in co-transformed 
subtractions has caused a slight increase in delay, but this is 
unlikely to be of significance in a practical microprocessor 
because operations would be fitted into a multiple of some 
clock cycle. At, say 266 MHz, for comparison with the FP 
designs summarised in Table I, addition and direct subtraction 
could be completed in 2 cycles (7.52 ns) and co-transformed 
subtractions in 4 (15.04 ns). Multiplication, division and square 
root would complete in 1 cycle (3.76 ns). The routed silicon 
area of this ALU, including that of the multiplicative operators, 
would be 593,071 μm2. These results are shown in the shaded 
column of Table I.  

VII. CONCLUSION 
In [5], we compared the delays of our LNS implementation 

with those of an FP device. Addition and direct subtraction 
delays were marginally better, at 90% of the corresponding FP 
times, co-transformed subtractions were 120%, and 
multiplication 30% of the corresponding FP delays. Silicon 
costs were not compared. We identified the large ROM-based 

lookup tables as one of the most cumbersome aspects of this 
arrangement, and described an extension to the existing co-
transformation method that vastly reduces its storage 
requirement. A smaller modification to the interpolator, also 
reducing storage and significantly reducing delay, was also 
proposed. Taken together, the total storage was reduced to 51% 
of that of our previous implementation. This enabled a fully 
synthesised solution, a controlled comparison of which with the 
previous design indicated a reduction to 60% of the delay and 
65% of the area. Routing this, and comparing it with the faster 
of the two FP units described on Table I, we have shown that 
LNS addition and direct subtraction can be performed in 67% 
of the FP time, at a slight increase in the cost of co-transformed 
subtractions to 133%. Multiplication completes with 33% and 
division 11% of the FP delays. This has been done with 
fractionally less silicon, and worst-case accuracy is better than 
that of FP arithmetic. 

The question arises as to what proportion of subtractions 
require co-transformation. In this experimental design it has 
been deployed over the range r > −1, for which experiments 
show that it occurs in about 7% of the total additive operations. 
At this level its impact is not highly significant, degrading the 
effective performance of these operations by about that 
percentage. However, current work concentrates on refining the 
interpolator to push its region of operation as close to the 
singularity as possible. 

In [5] we concluded that 32-bit LNS arithmetic is now 
faster and more accurate than FP. Here, we have significantly 
improved this advantage in speed, and also shown that it can be 
implemented at an equal cost in silicon. We also observed that 
research in LNS need only address the addition / subtraction 
problem, which comprises the two related problems 
interpolation and co-transformation. This work significantly 
reduces the impact of the latter, and now leaves designers to 
focus on interpolation as the primary area of attention.  
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