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Abstract—We investigate the utilization of additive prescaling for 
reducing the input range for determining a divisor reciprocal 
approximation. In particular, we demonstrate that a single 
precision (24-bit) ulp accurate monotonic approximate reciprocal 
operation can be obtained employing three back-to-back three 
term additions and bipartite table lookup with total table size less 
than 6 Kbytes. 
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I. INTRODUCTION AND SUMMARY 
An approximate reciprocal instruction is often implemented 

in a commodity microprocessor ALU for utilization in 
multimedia and graphics computations to avoid the high 
latency of a standardized precise division operation. Hardware 
provided reciprocal functions are typically implemented by 
direct or bipartite table lookup employing 3-5 Kbyte tables 
providing 11-15 bit accurate reciprocal approximations in 1-3 
machine cycles. A full 24-bit precisely rounded reciprocal for 
a single precision output can involve 10-12 cycles. There is a 
need for a fast low power (non multiplicative) approximate 
reciprocal operation with comparable table size that is ulp 
accurate to the single precision format width of 24-bits 
operating in the 3-5 cycle range. 

Our focus in this paper is to substantially increase the 
accuracy obtainable from a lookup table provided divisor 
reciprocal by initially employing additive prescaling of the 
divisor. The general objective of prescaling is to reduce the 
range of the operand to a small interval allowing more 
accurate function lookup. Prescaling was introduced by 
Svoboda in [Svo63] and has been investigated and applied in 
microprocessor implementations by numerous researchers 
[Kri70, Bur94, BM95, ELM94, AGS99, MFF03]. The 
reciprocal function is ideally suited to this 
prescale-lookup-postscale process since prescaling the 
argument and postscaling of the result are shown to employ 
the identical scaling procedure. 

Our major result described in this paper is the specification 
and verification of an algorithm for computation of a rounded 

divisor reciprocal that is monotonic and accurate to a unit in 
the last (24th) place for output as a floating point single 
precision reciprocal function value. The computation employs 
three back-to-back 3-term additions and an intermediate 
bipartite table lookup with the accuracy confirmed 
exhaustively for all 223 = 8,388,608  normalized binary inputs 
1 ≤ y < 2 by software simulation of the algorithm. 

The reciprocal function procedure developed in this paper 
employs three steps each implemented by a 3 input adder. 
 
 
Prescale-Lookup-Postscale (PLP) Additive Single Precision 
Reciprocal Determination 
� Step 1: Determine a prescaled divisor by a three term sum 

where each term is a shifted and/or complemented copy of 
the original divisor. 

� Step 2: Employ bipartite table lookup to form a 25-bit 
accurate reciprocal approximation of the prescaled divisor 
utilizing a three term sum. 

� Step 3: Postscale the prescaled divisor reciprocal to obtain 
a divisor reciprocal approximation and round the result to 
single precision, with postscaling implemented as a three 
term sum. 

 
Let the divisor y = 1.a1a2…a23 be a single precision 

significand. We shall select a 6-bit fixed point fraction 
prescale factor ρ such that the prescaled divisor 
ρy = ��  = b0.b1b2…b29 satisfies | ��  – 1| < 2-5. We limit our 
choice of prescale values ρ such that ρ can be expressed as a 
three digit radix-4 value ρ = d14-1 + d24-2 + d34-3 with 
d ∈  {0, ±1, ±2, ±4} for 1 ≤ i ≤ 3. This allows ��  to be 
determined as a three term sum with each term a shifted and/or 
complemented copy of y, and where the sum can be 
determined by an array of full adders. We write ��  = b0. ��0��0��0��0��0 b6b7…b29 to emphasize that either ��  = 1.00000b6… or ��  = 0.11111b6…, with b0 sufficient to 
denote the first six bits in a lookup table leading bit index for 
the prescale factor ��. Implementation of our prescale-lookup-
postscale reciprocal algorithm is considerably simplified by 
the following. 
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Observation 1.1 The prescale factor ρ is also the postscale 
factor. 
Justification: Let �(��) ≈ 1

�� be a suitable approximation of 1
�� . 

Since �� = ρy, 	�(��) ≈ 	 1
	� = 1

�. □ 
 

A benefit of Observation 1.1 is that postscaling of the 
approximate prescaled divisor reciprocal can be executed 
immediately after the approximation is obtained, probably in a 
single cycle. A limiting consequence of Observation 1.1 is that 
ρ must be crafted in anticipation of serving as the postscaling 
factor as well as the prescaling factor. A problem arises in 
postscaling because of the divergence between ulp error and 
relative error over the range [1, 2), a condition termed 
precision wobble. Specifically, to satisfy a given ulp error 
bound for reciprocals 1

� of value approaching the lower bound 
one half, the relative error must be tightened by nearly a factor 
of two compared to the relative error needed to obtain the 
same ulp bound for reciprocals of value just below unity. 

Our precision wobble problem occurs since the 
approximation of ��  over the range 31

32 < �� < 33
32  tends to 

homogenize the relative error independent of the range of 1
�. 

We effectively resolve this problem by selecting the prescale 
factor ρ responsive to the range of y. Specifically, ρ is chosen 
to satisfy a two tier bound, obtaining | ��  – 1| < 2-6 for 
1 ≤ y < 1 3

16 and |��- 1| < 0.83∙2-5 for 1 3
16 ≤ y < 2. In Section 2 

we provide details on obtaining the prescale/postscale factor ρ 
as a function of leading bits of y, where more bits of y are 
utilized for y ∈ [1, 32) than needed for y ∈ [3

2, 2) to obtain our 
two tier solution. 

Step 2 of the prescale-lookup-postscale procedure utilizes 
bipartite table lookup to approximate the reciprocal of ��. This 
procedure is considerably simplified by the following. 

 
Observation 1.2 The complement (2 − ��) is a 10-bit lower 
bound approximation of 1

�� , that is 0 ≤ 1
�� − (2 − ��) < 2−10 . 

Justification: The prescaled divisor satisfies �� = 1 + �2−5 
with |�| < 0.83. Thus 1

�� = 1 − �2−5 + ∑ (−1)�2−5∞=2 . Note 

that (2 − ��) = 1 − �2−5 , and that ∑ (−1)�2−5 < 2−10∞=2  
since |�| < 0.83 assures sufficiently rapid convergence. □ 
 

The benefit of Observation 1.2 is that the reciprocal of �� is 
available to 10-bit precision from the complement (2 − ��) . 
Completion of Step 2 effectively reduces to obtaining a 15-bit 
approximation of ∑ (−1)�2−5∞=2  employing leading bits of �, where � = b0.b6b7…b29 – 1. Rather than evaluating several 
terms of the polynomial in � , in Section 3 we provide an 
alternative derivation more suitable to bipartite lookup. 
Splitting �  into a leading 10-bit index b0b6b7…b14, and a 
rounded off tail t, satisfying |t| = |b15.b16b17…b29 - 1 | ≤ 1, with 
the sign of c2t dependent on b0 and b15, we derive as our main 
result an approximation to the reciprocal of the prescaled 
divisor, 

 1
�� = (2 − ��) + �12−10 − �2�2−19 + �2−29, |δ| < 1, 

where c1, c2 can be determined exactly from the 10-bit string 
b0b6b7…b14 of ��. This demonstrates that the reciprocal 1

�� can 

be determined from the complement (2 − ��)  by adding a 
bipartite table lookup value for the term (�1 − �2�2−9) that is 
accurate to about a unit in the 15th place. Bipartite tables were 
introduced by DasSarma and Matula in [DM95] and have been 
extended and utilized in microprocessor implementations 
[HT95, IM99, Sei99, SS99, dDT05, KM05, TSSK07, KM10]. 

In Section 4 we discuss the utilization of indirect bipartite 
lookup [Mat01, FMM02] for evaluating �1 − �2�2−9  with 
table size less than 6 Kbytes. In particular we focus on the 
secondary table for evaluating c2t, showing how an index for 
the value of c2 output by the primary table can be employed 
along with leading bits of t to provide sufficient accuracy in 
approximating |c2t|, with the sign of c2t determined separately. 
The approximation to the original divisor reciprocal 1

�  is 
obtained by postscaling and shown by exhaustive evaluation 
to be accurate to about half a unit in the 24th place for 
1 ≤ y < 19

16 , and with the error bound decreasing towards a 
quarter unit in the 24th place as y approaches 2. We 
exhaustively evaluate properties of the rounded single 
precision reciprocal, confirming that it is a one ulp monotonic 
reciprocal function for 1 ≤ y < 2. We also tabulate counts to 
show that our approximation agrees with the half-ulp round-
to-nearest result for over 91% of the inputs. Conclusions are 
provided in Section 5. 

 II. ADDITIVE PRESCALING/POSTSCALING FACTOR 
DETERMINATION 

Selecting a prescaling factor to map the divisor 1 ≤ y < 2 
into a range close to unity is essentially a reciprocal selection 
process. We place two restrictions on this process that 
distinguishes determination of the prescale factor given by 
Tables 1 and 2 from the traditional i-bits-in j-bits-out table 
lookup creation: 

1) Precision wobble: since the prescale factor serves also as 
the postscale factor we need the prescale factor 
determination to implicitly recognize mappings ��  = ρy 
from values of y near unity. We partially obtain this goal 
by having |��  – 1| < 2-6 for 1 ≤ y < 19

16  =1.00112, so the 
prescaled divisor reciprocal can be computed with 
smaller relative error for |�� – 1| < 2-6, knowing this will 
provide smaller relative error for the postscaled 
approximation of 1

�  over the whole critical range 

1 ≤ y < 19
16 as well as portions of the range for 19

16 ≤ y < 2. 
2) Three term sum: for architectural simplicity we want just 

a three term sum for evaluation of ��  = ρy. This is 
possible for values of ρ = i/64 for 32 ≤ i ≤ 64, except for 
the four values i = 43, 45, 51, 53. This requires custom 
focus on prescale selection for the divisor range 19
16  ≤ y < 3

2  as noted for the last eight prescale factor 
selections in Table 1. 
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TABLE 1. PRESCALE FACTORS FOR INPUT RANGE 1 ≤ y < 3/2. (OVERBARS FOR DIGITS IN THE TABLE INDICATE NEGATIVE DIGIT VALUES). 

Input Interval Prescale Factor (ρ) Range of (��-1) 
(in 32’s) Index 

1.00 a3a4a5a6a7 
Interval 

(in 128’s) Fraction Signed Binary Radix-4 

1.00 00000 [128, 129) 64/64 1.00 00 00 0 . 4 0 0  [0.000, 0.250) 
 00001 
 00010 [129, 131) 63/64  00 01� 0 . 4 0 1� (-0.254, 0.239) 

 00011 
 00100 [131, 133) 62/64  00 1�0 0 . 4 0 2� (-0.274, 0.211) 

 00101 
 00110 [133, 135) 61/64  01� 01 0 . 4 1�1  (-0.309, 0.168) 

 00111 
 0100x [135, 138) 60/64  01� 00 0 . 4 1�0  (-0.360, 0.344) 

 0101x [138, 140) 59/64  01� 01� 0 . 4 1�1� (-0.196, 0.266) 
 0110x [140, 142) 58/64  01� 1�0 0 . 4 1�2� (-0.282, 0.172) 
 0111x 
 10000 [142, 145) 57/64  1�0 01 0 . 4 2�1  (-0.383, 0.286) 

 10001 
 1001x [145, 148) 56/64  1�0 00 0 . 4 2�0  (-0.282, 0.375) 

 1010x [148, 150) 55/64  1�0 01� 0 . 4 2�1� (-0.204, 0.227) 
 1011x [150, 152) 54/64  1�0 1�0 0 . 4 2�2� (-0.360, 0.063) 
 1100x 
 11010 [152, 155) 54/64  1�0 1�0 0 . 4 2�2� (0.063, 0.696) 

 11011 
1.00 111xx [155, 160) 52/64 1.00 1�1� 00 0 . 4 4�4  (-0.516, 0.500) 

1.01 00000 [160, 161) 52/64 0.10 1100 0 . 2 4 4  [0.500, 0.704) 
1.01 00001 
 0001x 
 0010x 
 00110 

[161, 167) 50/64 0.11 0010 0 . 2 4 2  (-0.555, 0.618) 

 00111 
 010xx 
 0110x 

[167, 174) 48/64 0.11 0000 0 . 2 4 0  (-0.688, 0.625) 

 0111x 
 100xx 
 1010x 

[174, 182) 46/64 0.11 001�0 0 . 2 4 2� (-0.735, 0.704) 

 1011x 
 110xx 
 1110x 
 11110 

[182, 191) 44/64 0.10 1100 0 . 2 2 4  (-0.719, 0.829) 

1.01 11111 [191, 192) 42/64 0.10 1010 0 . 2 2 2  (-0.665, -0.500) 

TABLE 2. PRESCALE FACTORS FOR INPUT RANGE 3/2 ≤ y < 2. (OVERBARS FOR DIGITS IN THE TABLE INDICATE NEGATIVE DIGIT VALUES). 

Input Interval Prescale Factor (ρ) Range of (��-1) 
(in 32’s) Index 

1.1 a2a3a4a5 
Interval 
(in 32’s) Fraction Signed Binary Booth 

Radix-4 
1.1 0000 [48, 49) 42/64 0.10  10 10 0 . 2 2 2  [-0.500, 0.157) 
 0001 
 0010 [49, 51) 41/64  10 01 0 . 2 2 1  (-0.610, 0.672) 

 0011 [51, 52) 40/64  10 00 0 . 2 2 0  (-0.125, 0.500) 
 0100 [52, 53) 39/64  10 01� 0 . 2 2 1� (-0.313, 0.297) 
 0101 
 0110 [53, 55) 38/64  01 10 0 . 2 1 2  (-0.532, 0.657) 

 0111 [55, 56) 37/64  01 01 0 . 2 1 1  (-0.204, 0.375) 
 100x [56, 58) 36/64  01 00 0 . 2 1 0  [-0.500, 0.625) 
 1010 [58, 59) 35/64  01 01� 0 . 2 1 1� (-0.282, 0.266) 
 1011 
 1100 [59, 61) 34/64  00 10 0 . 2 0 2  (-0.657, 0.407) 

 1101 
 1110 [61, 63) 33/64  00 01 0 . 2 0 1  (-0.547, 0.485) 

1.1 1111 [63, 64) 32/64 0.10  00 00 0 . 2 0 0  [-0.500, 0.000) 
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We shall investigate selection of ρ separately over the initial 
half 1 ≤ y < 3

2  and latter half 3
2  ≤ y < 2. The values for ρ for 

both intervals can be determined concurrently from input bits 
a2a3…, with a selection determined by a1 producing the 
desired prescale factor ρ. 
� Interval 1 ≤ y < 3

2 . This interval is most sensitive to 

precision wobble over the subrange 1 ≤ y < 19
16 , and is 

restricted in output choice for the effective inverse 16
19 ≤ ρ < 23 since ρ = 53

64, 51
64, 45

64, and 43
64 cannot be obtained 

by our restriction to a three term sum. Our solution is to 
employ an optimal 7-bits-in 5-bits-out table lookup 
process for 1 ≤ y < 19

16 , and simply an optimal 7-bits-in 

4-bits-out version for 19
16 ≤ y < 32. Table 1 provides results 

in signed bit and radix-4 formats, with the range of �� 
determined for each entry to confirm |�� – 1| < 0.77∙2-6 for 
1 ≤ y < 19

16, and |�� – 1| < 0.828125∙2-5 for 19
16 ≤ y < 32. 

� Interval 3
2 ≤ y < 2. Over this input interval we note that 

the precision wobble is relatively small and the desired 
prescale values ρ = i/32 for 32 ≤ i ≤ 42 can all be 
represented by a three term sum. For this region we 
employ an optimal 5-bits-in 5-bits-out table lookup 
process [DM93, KM10] yielding the results shown in 
Table 2. The prescale factor in each case is given in a 
signed bit format with at most 3 non zero bits to guide a 
circuit design implementation and also as a three digit 
Booth-4 value which could alternatively be input to 3 
PPG’s to align the 3 summands. The range of ��  is 
determined for each entry to confirm |�� - 1| < 0.68∙2-5 for 3
2 ≤ y < 2. 

 

 
Figure 1. Range of Epsilon values for = ε2-5 = �� – 1. 

 
The resulting prescaled divisor �� = 1 + ε2-5 is a piecewise 

linear function over the range 1 ≤ y < 2. Figure 1 illustrates the 
value of ε in terms of y plotted exhaustively for all 
223 = 8,388,608 single precision normalized divisors 
y = 1.a1a2…a23. 

The following summarizes results for reference with sharp 
bounds and proof obtained from the entries in Tables 1 and 2. 

Lemma 2.1 The normalized divisor y = 1.a1a2a3… can be 
prescaled to the range 1 − 11

16 2−5 ≤ �� < 1 + 53
64 2−5  by a 

3-digit radix-4 factor ρ = d14-1 + d24-2 + d34-3 where 
i. d1 = 4, d2 ∈  {-4, -2, -1, 0}, d3 ∈  {-2, -1, 0, 1, 4} 

for 1 ≤ y ≤ 5/4, 
 d1 = 2, d2 ∈  {0, 1, 2, 4}, d3 ∈  {-2, -1, 0, 1, 2, 4} 

for 5/4 ≤ y < 2, 
ii. d1, d2, d3 are determined from  

 ��2�3�4�5�6�7  ��� 1 < � < 3
2 ,

�2�3�4�5           ��� 3
2 ≤ � < 2,� 

iii. |�� – 1| < 2-6 for 1 ≤ y < 1 3
16. 

 
The signed binary and radix-4 digit sets in Table 1 and 2 

both allow redundant choices for the digits in the table values. 
The signed bits selected have been chosen to suggest possible 
efficiencies in a circuit implementation. The radix-4 formats 
are intended to be implemented by a modified Booth recoder, 
particularly noting the following: 

� The leading digit d1 ∈ {2, 4} can be determined by a 
signal bit set by bits a1a2 both being zero. 

� The signal bit selecting d1 also provides the sign of d2, 
where |d2| ∈ {0, 1, 2, 4}. Thus three signal bits, the sign 
and corresponding bits of y respectively, are sufficient to 
determine d1 and d2. 

� For a1 = 1, d2, d3 ∈ {-1, 0, 1, 2} which can be represented 
by two signal bits. 

� For a1 = 0, a2 = 1, d2, d3 ∈ {-2, 0, 2, 4}, so they can be 
obtained by an additional shift compared to the case 
a1 = 1. 

The signed binary formats are intended to simplify a logic 
circuit realization of the three term sum, particularly noting 
the following: 

� For 1 ≤ y < 1¼, the signed binary output is 1.00d3d4d5d6 
with the signed bits d3d4d5 all non positive values {1�, 0}. 

� For 1¼ ≤ y < 1½, the signed binary output is 0.1d2d3d4d5 
with all signed bits except the low order signed bit d5 
having standard binary values {0, 1}. 

� For 1½ ≤ y < 2, the signed binary output is 0.10d3d4d5d6 
with all signed bits except the low order signed bit d6 
having standard binary values {0, 1}. 

 

III. THE PRESCALED-DIVISOR RECIPROCAL APPROXIMATION 
Given the prescaled divisor ��  = ρy satisfying 

|��  – 1| < 0.828125∙2-5 with ��  = b0.��0��0��0��0��0 b6b7…b29, we 
noted in Observation 1.2 that 1

�� = (2 − ��) + ∑ (−1)�2−5∞=2  

where �  = b0.b6b7…b29 – 1. Rather than evaluating several 
terms of the polynomial to obtain a 25-bit reciprocal, we 
derive an alternative formulation for 1

�� accurate to less than a 

unit in the 29th place. Specifically, by partitioning ��  into a 
round-to-midpoint leading part ��14 and a centered trailing part 
t we obtain: 
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 ��14 = b0.��0��0��0��0��0b6b7…b14 + 2-15, 
 t = b15.b16…b29 – 1, 
 �� = ��14 + t2-15. 
 

Lemma 3.1 The reciprocal of �� satisfies the identity [KM10]: 
1
�� = 1

��14 − �
��142 2−15 + 1

�� � �
��14�2 2−30 . 

Proof: First note the identity 1
�� = 1

��14 − 1
�� � �

��14� 2−15 , which 
may be verified by putting the primary and secondary terms 
over the common denominator �� ∙�� 14. Then substituting this 
expression for 1

�� in the secondary term yields the desired three 
term identity. □ 

 
Corollary 3.2 Let �1 = 1

��14  and �2 = 1
��142 . Then C1 – C2t2-15 

provides a linear approximation subestimate of 1
�� accurate to 

less than a unit in the 29th place, where C1 and C2 can each be 
provided by a lookup table employing the 10-bit index 
b0b6…b14. 

 
For our purposes, we propose to evaluate C1 – C2t2-15 

employing table lookup and a three term sum to avoid the 
multiplication implicit in linear approximation. Importantly, 
the first term of the three term sum is simply the complement (2 − ��)  with the other two terms found by bipartite table 
lookup. 

Let �� = 1 + �142−5, where then �14  = b0.b6…b14 + 2-10 – 1, 
with |�14| < 0.83. 
Then �1 = 1

��14 = 1 −  �142−5 + ∑ (−1)�14 2−5∞=2 , 

�2 = 1
��142 = 1 − 2�142−5 + ∑ (−1)( + 1)�14 2−5∞=2  . 

Note that 1 −  �142−5 = (2 − ��14 ). So let �1 = (2 − ��14) + �12−10 , 
where 
 �1 =  ∑ (−1)�14 2(10−5)∞=2   
can be provided by table lookup employing the 10-bit index 
b0b6b7…b14. Also note that  
 �2� = ��1 − �142−4 + ∑ (−1)( + 1)�14 2−5∞=2 � =  
 = � + �2�2−4 
where 
 �2 = � 1

��142 − 1� 24 = −�14 + ∑ (−1)( + 1)�14 2(4−5)∞=2 . 

Then �2 can also be provided by the same table lookup 10-bit 
index b0b6b7…b14. Since (2 − ��) = (2 − ��14) − �2−15 , the 
leading terms (2 − ��14) of �1  and (�2−15) of �2�2−15  can be 
combined, simplifying the table lookup process as 
summarized in the following. 
Corollary 3.3 For the prescaled divisor �� , the reciprocal 1

�� 
satisfies 
 1

�� = (2 − ��) + �12−10 − �2�2−19 + �2−29, |δ| < 1, 
where 

�1 = � 1
��14 − (2 − ��14 )� 210 = �142 + ∑ (−1)�14 2(10−5)∞=3   

�2 = � 1
��142 − 1� 24 = −�14 + ∑ (−1)( + 1)�14 2(4−5)∞=2 , 

and where c1 and c2 can be determined from the 10-bit string 
b0b6…b14 satisfying 0 ≤ �1 < 0.7, |�2| < 0.80. 

The term c12-10 essentially measures the extent to which the 
complement (2 – ��) is a sufficient approximation of 1

�� . The 
function is essentially a piecewise quadratic function since 
c1 ≈ �142  ≈ �2, where the piecewise behavior of ε = b0.b6b7…b29 
as a function of y for 1 ≤ y < 2 was illustrated in Figure 1. 

The sum of the complement (2 – ��) plus a table lookup 
value for c12-10 provides an approximation bound on 1

�� 
essentially measured by the term c22-19. Note that the 
prescaling outputs in Table 1 were chosen slightly biased 
towards positive �14  (see Figure 1). This provides that �2 = −�14 + 3�142 2−6 − �143 2−9 ±… would be nearly balanced 
with regard to positive and negative range. By exhaustive 
evaluation of c2 for all single precision inputs y, we confirm 
|c2| < 0.4 for 1 ≤ y < 1 3

16, and |c2| < 0.80 for 1 3
16 ≤ y < 2. 

 

IV. EFFICIENT EVALUATION OF THE DIVISOR RECIPROCAL 
APPROXIMATION 

Employing the prescaled divisor reciprocal approximation 1
�� ≈ (2 − ��) + 2−10(�1 − �2�2−9), it is sufficient to determine 

a bipartite table approximation of (�1 − �2�2−9)  accurate to 
about 15-bits to add to the complement (2 − ��) to obtain a 
25-bit approximation of 1

��. Our use of indirect bipartite lookup 
[FMM02] for evaluating the approximation is described with 
reference to the block diagram of Figure 2. 

 

 
Figure 2. Block diagram for bipartite lookup of 1

y�. 

 
Input A to the adder employs bits b0b6b7…b29 to provide the 

complement ��0�0�0�0�0�0��6��7 … ��29 as the first input. Unit B 
receives the 10-bit index b0b6b7…b14 to LUT1 and outputs a 
19-bit value of �1 + 2−19  as the second input, where the 
addition of 2−19  incorporates the low order 2’s complement 
bit for (2 − ��) = ��0�0�0�0�0�0��6��7 … ��29 + 2−29. 

Since the two term sum (2 − ��) + �12−10  can be provided 

181181



 

with accuracy to the 29th place, the bipartite evaluation of �2�2−19 to about 6-bits is needed to obtain 25-bit accuracy for 1
��. Unit C employs LUT2 to obtain the approximation of |�2�| 
along with sign determination logic responsive to bits b15 and 
b0. Bit b15 conditionally complements the bit string 
b16b17b18b19b201 providing a 5-bit index for approximating |�| 
with error at most 2-6. LUT1 provides a sign bit b0 and a 6-bit 
magnitude key input to unit C indicating an interval containing �2. 

Determining the sign separate from the magnitude of the 
approximation for c2t reduces the size needed for LUT2. LUT2 
outputs a 9-bit approximation of |c2t| and sign circuitry 
provides the sign extension. The 3-1 adder outputs an 
approximation to the prescaled divisor reciprocal accurate to 
about a unit in the 25th place. Determination of the table 
outputs from LUT1 and LUT2 is critical to minimizing the 
error in the approximation. 

To reduce the error in the product c2t, consider the product (�2 + �� )(� + ��), where δc and δt are the errors in the factors. 
The product error is essentially �2�� + ��� . Without loss of 
generality assume c2 is positive and t and δt are at their 
maximum values t = 1, δt = 2-6. The product error thus has a 
maximum near �22−6 + �� . We thus govern our choices of 
intervals for c2 to keep the product interval maximums roughly 
equal and less than 2-6 for 0 ≤ c2 < 0.4 corresponding to all 
initial inputs 1 ≤ y < 1 3

16 , and roughly equal and less than 

�1 3
16� 2−6  for 0.4 ≤ c2 < 0.8 corresponding to the broader 

range of c2 for initial inputs 1 3
16  ≤ y < 2. This effectively 

tapers the intervals containing c2 so that δc is relatively small 
for c2 large and δc increases for decreasing c2. These interval 
choices are communicated from LUT1 to LUT2 by a 6-bit 
index intended to have the output magnitude of LUT2 limited 
so as to contribute six more bits of accuracy to the 
approximation of 1

�� . Forty such intervals were determined 
sufficient to reach our goal. The actual accumulated error in 
the approximation can be determined by exhaustive 
computation for all single precision normalized divisor input 
values to determine the sufficiency of our choice of forty 
intervals for c2. Figure 3 provides a graph illustrating the 
difference between 1

�� and our 3-term sum approximation and 

Figure 4 illustrates the corresponding difference between 1
� 

and our postscaled reciprocal approximation. The graphs are 
exhaustively computed for all 223 = 8,388,608 single precision 
divisor inputs with the output difference measured in units in 
the 24th place. The errors in Figure 3 were limited to the range 
(-0.661, 0.614) ulps in the 24th place.  

Since 1
� = 	 1

�� , postscaling is simply obtained by a three 
term sum using the same scale factor ρ. Note that the 
postscaling of the approximation to 1

��  to obtain the 

approximation to 1
�  results in the same relative error, but the 

absolute error is systematically decreased as output reciprocal 

values decrease from 1
�� = 1

1 = 1  down towards 1
�� = 1

2 . This 
illustrates in Figures 3 and 4 the anticipated “precision 
wobble” effect that caused us to provide greater accuracy in 
the prescaling table for inputs in the interval 1 ≤ y < 1 3

16. 

The error in the approximation of 1
�  in Figure 4 is 

exhaustively determined to fall in the narrower range (-0.5381, 
0.4908) ulps in the 24th place. This range was sufficient for the 
rounded 24-bit approximations of 1

� to fall in the range (-0.981, 
0.971) ulps in the last (24th) place, satisfying our one ulp goal. 
 

 
Figure 3. Absolute Error in ulps at bit position 24 for the reciprocal of the 

prescaled operand. 
 

 
Figure 4. Absolute error in ulps at bit position 24 for the reciprocal of the 

initial operand before rounding. 
 

 
Figure 5. Monotonically non-increasing single precision reciprocal 

function output values for all single precision inputs. 
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Furthermore our rounded reciprocal approximation of 1
� was 

verified exhaustively over the 223 = 8,388,608 single precision 
normalized inputs 1 ≤ y < 2 to be monotonically non 
increasing with the resulting output plotted in Figure 5. 

Obtaining a half-ulp rounded 24-bit reciprocal requires 
essentially twice the precision in the approximation which is 
beyond the applicability of these additive methods. It should 
be noted that our one-ulp rounded reciprocal does agree with 
the half-ulp round-to-nearest result for 7,660,861 of the 
8,388,608 normalized single precision inputs, that is in over 
91% of the instances. 

Regarding table size for our PLP reciprocal procedure, 
consider that the 10-bits-in (29 + 6)-bits-out size of LUT1 is 
less than 4.5 Kbytes. Since only 40 entries are needed to 
designate the intervals specified by the 6-bit key sent from 
LUT1 to LUT2, the size of LUT2 is only 25% bigger than a 
10-bits-in 9-bits-out table, thus less than 1.5 Kbytes. Thus, the 
total table size for the tables LUT1 and LUT2 in the bipartite 
lookup of Figure 2 is less than 6 Kbytes. 

The cycle count for implementing this three step prescale-
lookup-postscale procedure would primarily depend on the 
efficiency of implementing the logic illustrated in the bipartite 
lookup procedure. If the number of logic levels per cycle is 
generous enough to allow the bipartite table lookups along 
with the 3-1 add of Step 2 to be completed in a single cycle, 
then it is reasonable to assume also that the formation of the 
three shift and/or complement terms and their 3-1 addition for 
pre- and postscaling may each be performed in a single cycle, 
for a total latency of just three cycles. With a more aggressive 
pipelined architecture, Steps 1 and 2 may consume two cycles 
each, for a 5 cycle total. 

 

V. CONCLUSIONS 
We introduced a prescale-lookup-postscale (PLP) algorithm 

demonstrating that additive prescaling and bipartite lookup 
can be efficiently employed to obtain a single precision 
approximate reciprocal instruction that is accurate to a unit in 
the last place and monotonic. 

As a foundation for the PLP algorithm we showed in 
Lemma 3.3 that a 25-bit accurate reciprocal of the prescaled 
divisor can be expressed as a sum of the complement of the 
prescaled divisor and a 15-bit accurate bipartite lookup 
contribution. 

For performance we showed that the PLP algorithm 
employs three back-to-back additions which we noted could 
execute in 5 cycles in a pipelined processor with lookup table 
size less than 6 Kbytes. 

Regarding verification we demonstrated by intermediate 
bounds and final exhaustive computation over the domain of 
normalized single precision inputs that the output single 
precision reciprocal is accurate to a unit in the last place and 
monotonic, with over 91% of the results accurate to half a unit 
and agreeing with the round-to-nearest reciprocal. 

The PLP algorithm can be readily extended to provide more 
versatile applications. Consider that for commodity 

microprocessors implementing the IEEE floating point 
standard, it is convenient to obtain a divisor reciprocal both for 
providing an approximate reciprocal instruction and for use as 
a seed value for an iterative double precision division 
implementation. It is important to note from Corollary 3.3 that 
with a modest enhancement of our lookup process, e.g. a 
tripartite lookup and four term sum, that a seed reciprocal of 
about 28 bit accuracy could be generated to provide for 
obtaining a double precision accurate quotient with just one 
Newton-Raphson or convergence (Goldschmidt) iteration 
[KM10]. 
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